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Introduction ïPerformance Scaling Ebbs!
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Mooreôs Law: The Marvelous MOSFET

ÅMetal gate, Oxide insulator, Semiconductor channel 
Field Effect Transistor
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Mooreôs Law: The Marvelous MOSFET

ÅMetal gate, Oxide insulator, Semiconductor channel 
Field Effect Transistor
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From Sand to Microprocessors
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Transistor Technology Scaling
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High Volume 

Manufacturing

2004 2006 2008 2010 2012 2014 2016 2018

Technology 

Node (nm)

90 65 45 32 22 16 11 8

Integration 

Capacity (BT)

2 4 8 16 32 64 128 256

Speed 0.7 0.7 >0.7 Delay scaling will slow down

Energy/Op >0.35 >0.5 >0.5 Energy scaling will slow down

Variability Medium                  High                  Very High

[from S. Borkar, Intel, Design Automation Conf., 6/07]

(cf. 2009 ITRS Roadmap: 2X/2y until 2013; 2X/3y after that)



ÅFabrication

ÅExtend 193 nm refractive 
(lens) lithography
ïOptical proximity correction

ïDouble patterning

ÅPrepare 13 nm EUV 
lithography
ïSoft X-rays, vacuum chambers

ïNew source, mirrors, masks, 
resists, inspection equipment

ÅTransistors

ÅNew materials in gate, 
insulator, channel

ÅNew topologies

ÅHeroic measures, $B fabs

Keeping Mooreôs Law Going 2010-20:

High Volume Miracles, on Schedule
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http://upload.wikimedia.org/wikipedia/en/6/65/Optical_proximity_correction.png


Memory Device Scaling

ÅCharge trapping RAMs are 40 years old
ïDynamic RAM ςcapacitor ς2X/3y

ïFLASH PROM ςάŦƭƻŀǘƛƴƎ ƎŀǘŜέ ς2X/1.5y! 
Å64 Gbŀǘ нр ƴƳ ōǳǘ ƻƴƭȅ Ϥмлǎ ƻŦ ŜƭŜŎǘǊƻƴǎκōƛǘ Χ

Å3D: stack cells vertically

ÅResistance change e.g. phase change RAM
ïMelt chalcogenidesites: amorphous=0, crystalline=1

ï1 Gbat 45 nm;  should scale to 5 nm cells

Åaŀƴȅ ƻǘƘŜǊǎ Χ
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When Mooreôs Law for Transistors Ebbsé

Å{ƭƻǿ ǎŎŀƭƛƴƎ ƻŦ ƎŀǘŜ ŘŜƭŀȅΣ ǇƻǿŜǊΤ ƭŜǎǎ άƛŘŜŀƭέ

ÅSlow transistor doublings

ï2X/1yΧ н·κ1.5yΧ 2X/2yΧ н·κ3yΧ н·κ4yΧ Χ

ÅRegular cost halvingsshould continue

ïάнн ƴƳ ƻǳƎƘǘ ǘƻ ōŜ ŜƴƻǳƎƘ ŦƻǊ ŀƴȅōƻŘȅέ

ïDecades of fun rethinking legacy abstractions

ÅTransition to ??? ςlower energy, denser, cheaper
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Computer Architecture: Spending Millions of 

Transistors On Performance 

10

[T
h

e
 M

a
n
yco

reR
e
vo

lu
tio

n
, Sc

iD
A

CR
e
v
ie

w
, F

a
ll 2

0
0

9
]



ÅRun existing programs, twice as fast as your last chip!

Å30 years of Instruction Level Parallelism (ILP)

ïTake a simple processor and add:

ïWider data and addresses

ïFloating point unit

ïCache memory

ïPipelining

ïMultiple issue

ïVector data and vector math units

ïOut of order execution

ïMore and more!

Spending Transistors on Performance
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ILP: A Simple Computer
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ

CPU

A
L
U

INSTRUCTION 
ISSUE

PC=108

ADD R3,R1,R2

Compute 
z=x+y



ILP: Widen Data and Addresses
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ Χ Χ Χ Χ Χ Χ Χ
Χ Χ Χ Χ Χ Χ Χ Χ
Χ Χ Χ Χ Χ Χ Χ Χ

CPU

A
L
U

INSTRUCTION 
ISSUE

ADD R3,R1,R2



ILP: Integrate Floating Point Processor
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: FADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ
Χ
Χ
Χ

CPU

F
P
U

A
L
U

INSTRUCTION 
ISSUE

FADD R3,R1,R2



ILP: Add Cache Memory
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ
Χ
Χ
Χ

CPU

L1 CACHE

LW R1,x
LW R2,y
ADD R3,R1,R2

x
y

F
P
U

A
L
U

INSTRUCTION 
ISSUE

ADD R3,R1,R2



ILP: Add Pipelining
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ
Χ
Χ
Χ

CPU

L1 CACHE

LW R1,x
LW R2,y
ADD R3,R1,R2

x
yr

F
P
U

A
L
U

BRANCH 
PREDICTION

INSTRUCTION 
ISSUE

LW R2,y
ADD R3,R1,R2
SW R3,z
Χ

112:    108:   104:
SW     ADD    LW



ILP: Issue 2 Instructions Per Clock
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ
Χ
Χ
Χ

CPU

L1 CACHE

LW R1,x
LW R2,y
ADD R3,R1,R2

x
yr

F
P
U

F
P
U

A
L
U

A
L
U

BRANCH 
PREDICTION

INSTRUCTION 
ISSUE

LW R1,x
LW R2,y
ADD R3,R1,R2
Χ
Χ
Χ



ILP: Add Vector Math Units
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ
Χ
Χ
Χ

CPU

L1 CACHE

LW R1,x
LW R2,y
ADD R3,R1,R2

x
yr

F
P
U

F
P
U

A
L
U

A
L
U

F
P
U

F
P
U

F
P
U

BRANCH 
PREDICTION

INSTRUCTION 
ISSUE

LW R1,x
LW R2,y
ADD R3,R1,R2
Χ
VADD V6,V4,V5



ILP: Add Out of Order Execution
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ
Χ
Χ
Χ

CPU

L1 CACHE

LW R1,x
LW R2,y
ADD R3,R1,R2

x
yr

A
L
U

F
P
U

F
P
U

A
L
U

A
L
U

F
P
U

F
P
U

F
P
U

OUT OF ORDER 
EXECUTION

60 68   92

100 104  108

140  144

BRANCH 
PREDICTION



ILP: Add More and More. When to Stop?
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RAM

Χ
100: LW R1,x
104: LW R2,y
108: ADD R3,R1,R2
112: SW R3,z
ммсΥ Χ
мнлΥ Χ
мнпΥ Χ
Χ
200: x
204: yr
208: z
нмнΥ Χ
нмсΥ Χ
Χ
Χ
Χ
Χ

CPU

L2 CACHE

LW R1,x
LW R2,y
ADD R3,R1,R2

x
yr

Χ
Χ
Χ
Χ
Χ
Χ
Χ

L1 CACHE

LW R1,x
LW R2,y
ADD R3,R1,R2

x
yr

A
L
U

F
P
U

F
P
U

A
L
U

A
L
U

F
P
U

F
P
U

F
P
U

OUT OF ORDER 
EXECUTION

60 68   92

100 104  108

140  144

BRANCH 
PREDICTION

F
P
U

F
P
U

F
P
U

F
P
U

A
L
U



Towards the Next 100X:

Uniprocessor Performance Challenges

ÅThe Memory Wall

ÅThe Power Wall

ÅThe Complexity Wall

216/29/2010



Towards the Next 100X: The Memory Wall

ÅhǾŜǊ ол ȅŜŀǊǎΧ

ïCPU cycle time 1000 ns Ą 0.3 nsbut
DRAM access time 500 nsĄ 100 ns

ÅSometimes progress stops for 100s of cycles!

ÅCaches and out-of-order execution help mitigate 
latency but at high cost in power and complexity
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Towards the Next 100X: The Power Wall

ÅP θ CV2f  ςdynamic power of switching gates

ÅhǾŜǊ ол ȅŜŀǊǎΧ

ïC: larger die

ïV: 15 Ą 1 V PҨ225X

ïf: 1 Ą 3000 MHz Pҧ3000X

ïP: 1 Ą 100W

ï1010ǘǊŀƴǎƛǎǘƻǊǎΣ ōǳǘ ŎŀƴΩǘ ǎǿƛǘŎƘ ǘƘŜƳ ŀƭƭΣ ƻǊ Ŧŀǎǘ

ÅPhones, data centers demand lower power

ÅNext 100X in less power?

236/29/2010



(The Power Wall in Perspective)
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The Memory Wall           The Power Wall
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Towards the Next 100X: The Complexity Wall

ÅDiminishing returns in wider-issue machines

ÅSoaring design and verification costs

ÅOnly a tiny fraction of switching gates 
contribute to the final answer

Å[ŜǘΩǎ Ǝƻ ōŀŎƪ ǘƻ ǎƛƳǇƭŜǊ ŀǊŎƘƛǘŜŎǘǳǊŜǎ
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Towards the Next 100X:

Explicit Parallelism ïMulti-Core

ÅWhat else can we do with billions of transistors?

ÅIdea: chip-multiprocessors (CMP)
ï¢ƛƭŜ ŘƛŜ ǿƛǘƘ нΣ пΣ Χ /t¦ ŎƻǊŜǎ ς2X cores/2y

ïSimpler cores Ҧeven more cores

ÅFinesse power with lower V, lower freq, sleep

ÅFinesse memory wall with memory parallelism

Åά²Ŝ ŎŀƴΩǘ ǘƘƛƴƪ ƻŦ ŀƴȅǘƘƛƴƎ ōŜǘǘŜǊΣ ǎƻ ƭŜǘΩǎ ǎŜŜ ƛŦ 
ǇǊƻƎǊŀƳƳŜǊǎ Ŏŀƴ ƳŀƪŜ ǘƘŜǎŜ ǘƘƛƴƎǎ ǿƻǊƪΗέ
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Chip-Multiprocessors: Laptop
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http://download.intel.com/pressroom/images/corefamily/Westmere%20Die%20Flat.jpg
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(32 nm)



Chip-Multiprocessors: Server
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http://www.intel.com/pressroom/archive/releases/2010/20100330comp_sm.htm

8
(32 nm)



Chip-Multiprocessors:

High Performance Technical Computing
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http://download.intel.com/pressroom/images/Aubrey_Isle_die.jpg

32

32 cores X 16-wide-ǾŜŎǘƻǊ Ғ 1 TFLOPS peak



Chip-Multiprocessors:

ñSingle-Chip Cloudò Datacenter on a Chip

306/29/2010
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